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Abstract

This paper describes completedand planned stepsin the development of a
method to identify potential � =� barrels from protein sequencedata. The
focus of the method is on the twelve core (interior) residuesof the barrel.
Two methods for determining the likelihood that a given set of residues
would appear insidea barrel (counting most-favoredrotamersand comparing
the best minimum-energy-costrotamer selections)are explained. Planned
methods for identifying coreresiduesin proteinsof known structure, building
a pro�le of these residues,and using that pro�le to detect other possible
barrels are described.
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Chapter 1

In tro duction and Background

1.1 Motiv ation

Rarely doesa scienti�c �eld (much lessan interdisciplinary �eld) expandas
quickly as has Genomics. Its members are a coalition of physicists, mathe-
maticians, statisticians, chemists,biologists, and computer scientists united
by a desireto extract concreteunderstandingof humanity from its fundamen-
tal essencein DNA sequences.Motivated by the nobilit y of medicalresearch,
the promiseof unimaginablepro�ts, or simply caught up in the enthusiasm
for the �eld, the researchersaim to derive practical biologicalknowledgefrom
the often-inscrutablebillions of charactersin the human genome.

Today, it is well-known that the function of a protein (a pieceof molecular
machinery) is determinedby its three-dimensionalstructure. Likewise,it is
alsoknown that the three-dimensionalstructure of a protein is determinedby
its amino acid sequence,which is a word written in amino acids,an alphabet
of twenty symbols. It could be a few letters long, or many thousands.Those
word-proteins �nd permanent storagein the DNA moleculesin every living
cell, wherethey are recordedin a four-character alphabet (the A, C, T, and
G that every child learns in scienceclass) and appended, one to another,
in a string of protein-words (and many other words whosepurpose is yet
unknown) that stretches,in human beings,for three billion letters.

The most-celebratedvictory in Genomicsto date was the determination
of thosethree billion letters. Successive re�nements have disambiguated the
early data, leaving scientists with a progressively more accuratesnapshotof
what magazinejournalists poetically call humanity's \blueprin t" and what
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scientists tersely call its \DNA sequence."With this, scientists could gaze
upon the the DNA data passingthrough the input valve of what we may
call the protein manufacturing pipeline. A DNA-to-RNA-to-protein map-
ping, trivial to information theorists (but of immensechemical complexity),
converts that DNA to a linear sequenceof amino acids.

After that conversion, the walls of the protein-pipeline, which had been
transparent, rapidly becomeopaque. In the world of the cell, no sooner is a
protein written out asa chain of amino acidsthan doesit fold and twist itself
into its �nal three-dimensionalform, guided by energy interactions at the
atomic level. Modern physicspermits us to model theseatomic interactions,
but doingsofor all but the most trivial proteins is computationally infeasible.

When we �nd out what happensin that opaqueportion of the pipeline,
we will have solved the \protein structure prediction" problem.

Solving that problem (providing a reasonablyfast way to predict a pro-
tein's structure from its sequence)would speedthe paceof biologicalresearch.
Even if the computational solution wereno faster (in terms of actual elapsed
time) than the state-of-the-art methods in X-ray crystallography and nu-
clearmagneticresonance,the merefact that the work of determining protein
structure could be carried out by (relatively) inexpensive computersrather
than expensive human researcherswould cut the cost of determining protein
structure dramatically. The price trend for computersis ever-downward. The
opposite is true of human beings.

Specialists in computational chemistry continue to research faster algo-
rithms for simulating thosefractions of a secondin which a protein assumes
its shape. True to Gordon Moore's prediction1, the microprocessorindustry
continuesto double its performancerecordsevery eighteen months. Special-
ists in mammoth computer systemsat IBM 2 and elsewheredesignsystems
with thousandsof microprocessorsto solve the parallelizableportions of these
problems.

We may term this line of inquiry as the \molecular modeling" approach
to protein structure prediction. It marshalsoptimized atomic-interaction-
modelingalgorithms, fast processors,and big computersin an e�ort to model
every interaction betweenevery atom during the protein-folding process.

This paper takesa di�erent approach.

1http://www.in tel.com/research/silicon/mo oreslaw.htm
2http://www.researc h.ibm.com/bluegene/
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Research3 suggeststhat there may be a �nite number of \structural mo-
tifs": substructures that appear, with some variation in many unrelated
proteins. This suggestsa new approach to protein structure prediction.

Instead of trying to predict general-caseinteractions, this research at-
tempts to predict the presenceor absenceof a singlewell-characterizedpro-
tein structure from sequencedata.

Mere knowledgethat a newly sequencedprotein contains an instanceof
a well-known substructure is not nearly as useful as knowing that protein's
actual three-dimensionalstructure. But assume,for the moment, that it is
indeedtrue that all proteins are madeup of characterizablestructures that
recur in unrelatedproteins. Then testing a protein for all of thosestructures,
building a model of the newprotein from known instancesof thosearchetypal
structures, and adjusting that model to �t the new protein is tantamount to
�nding the actual three-dimensionalstructure.4 Assuming that the tests
can be conductedin lesstime than brute-force atomic interaction modeling,
and that it is easierto tweak one 3-D model to match another than it is
to construct a 3-D model from scratch (both reasonableassumptions),this
approach could cut the time neededto determinea novel protein's structure
dramatically.

1.2 The � =� barrel

1.2.1 Proteins structure terminology

Betweenmereknowledgeof protein sequenceand total knowledgeof protein
structure exists a continuum of knowledgewith four stopping points.

Protein sequenceknowledgeis the �rst stop. In biology jargon, sequence
information is called primary structure [2].

The next level up (closer to total structural knowledge) is called sec-
ondary structure . The fundamental elements of secondarystructure are
groups of linked residuescalled � -helicesand � -strands [2].

3\[M]an y scientists haveconjecturedthere are only a limited number of `unique' protein
folds in nature." http://www.cs.princeton.edu/ mona/Lecture/threading.p df

4This is a variant of the \threading" approach: \[Threading] starts with the observation
that many protein structures have similar folds, and assumesthat there are just a limited
number of distinct folds. Then, for a protein sequence,the goal is to �nd the known
protein structure which `best �ts' it accordingto somestatistics-basedpotential function."
http://www.cs.princeton.edu/ mona/Lecture/structuralmotifs-cc.p df
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An � -helix is a set of linked residuestwisted into a spiral, so that all
residuesin the spiral are oriented in the sameangle with respect to their
neighbors. A � -strand is also a string of linked residues,but it lacks the
� -helix's twist. � -strands are generally studied as components of � -sheets,
which are setsof linked � -strands. Sheetscomein two 
a vors: parallel, in
which the strands are all oriented in the samedirection (amino acids are
linked by connectingamino-termini to carboxyl-termini, soevery strand has
an free carboxyl terminal and a free amino terminal, giving it a direction of
orientation), and anti-parallel, in which the strands' directions alternate [2].

Above knowledgeof secondarystructure lies tertiary structure , which
is the 3D structure of each protein chain. A protein chain is a distinct (in that
it has its own amino terminus and carboxyl terminus) string of amino acids
in a protein. Note that this di�ers from a \string" of residuesin an � -strand
or � -helix, becausestrands and helicesappear as segmentsof larger chains.
At the far end of the continuum is knowledgeof quaternary structure ,
which describeshow the di�erent chains in a protein �t together [2].

1.2.2 � =� barrel structure

The � =� barrel, asits namesuggests,is composedof secondary-structureele-
ments. It is de�ned at the tertiary structure level, in that it canbe described
completelyby determining the folding of its containing chain. The � =� bar-
rel is a well-known substructure: Reardonand Farber noted in 1995that ten
percent of enzymesfor which structural information was known possessedit
[6].

The barrel is a set of eight linked � -strands,comprisinga parallel � -sheet
[5]. The terminal endsof the strandswithin the sheetare linked by � -helices
[6], as Figures 1.1 and 1.2 illustrate. If one thinks of the eight � -strands as
barrel-staves,and squints just right, the structure lookslike a skeletal barrel.

1.2.3 The core residues

Each barrel has twelve \core" residues. A \residue," also called a \side-
chain," is the variable regionthat distinguishesoneamino acid from another.
Twelve amino acids in each � =� barrel have their side-chains pointed into
the center of the barrel | we call theseside-chains the \core residues." They
form three stacked \la yers" of four residueseach. If the protein barrel were
a wooden caskwith its stavessecuredby three equidistant hoops, we could
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Figure 1.1: The eight arrows are � -sheets,the pointed cylinders are the � -
helicesthat connect them. Figure generatedfrom the 1TIM PDB �le by
NCBI's Cn3D software. This is oneof the two chains in 1TIM.
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Figure 1.2: The structure in Figure 1.1viewed from below. Figure generated
from the 1TIM PDB �le by NCBI's Cn3D software.
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examineeach layer by slicing out the cross-sectiondemarcatedby each of the
hoops. [5]

Naturally-occurring barrels organizetheir core residuesin two ways: in
somebarrels, the odd-numbered strands (barrel staves) each contribute a
residueto the middle layer, and the even strandseach contribute residuesto
the top and bottom layers. In other barrels, the rolesof the even and the odd
strands are reversed. Of the proteins studied in detail in this paper, 1TIM
and 5RUB are in the former category, and 1GOX is in the latter [5].

1.3 Prior research

Wilmanns and Eisenberg useda 3D-pro�le method to detect � =� barrels [7].
In the 3D-pro�le approach to structure identi�cation, one comparesnot

protein sequences,but the properties of protein sequences.To comparea
known barrel P (with residuesp1; p2; : : :) with a putativ e barrel Q (residues
q1; q2; : : :), one�rst constructsP 0, whereeach element p0

i is somecharacteristic
of pi . One doesthe samefor Q, and then attempts to align P 0 and Q0.

In [7], Wilmanns and Eisenberg use four setsof characteristics to build
build four typesof pro�les. Pro�le onerecords\p olarity, the areaburied.. . ,
and [the residue's]secondarystructure." Two characterizes(at various dis-
tances, and for all distinct pairings of the 20 amino acids) the likelihood
of pairwise residue-residueinteractions. Three characterizes(at various dis-
tances) the likelihood of residue-residueinteractions betweena given amino
acid/backboneshape pair with amino acids in other backboneshapes. Four
is the same,exceptthat secondarystructure is comparedin placeof backbone
shape.[7]

For reference,a protein's \backbone" is the chain formedby links between
the amino groups and carboxyl groups of successive amino acids. A model
of a protein's backboneonly includesthe basic links betweenamino acids; it
doesnot include the positions of its side-chains.

When they employed all four pro�les in their tests, Wilmanns and Eisen-
berg reported that the Z-score(di�erence of a given alignment scorefrom
meanalignment scorein standard deviations) of a known barrel was7.8 and
of a known non-barrel was 4.9, indicating that barrel-containing-sequences
have alignment scoresnearly three standard deviations above those of non-
barrel-containing sequences.

This paper di�ers from [7] in that it is not directly concernedwith building
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Figure 1.3: This �gure shows two \unrolled" barrels. Note that the �rst
strand is repeated for clarity in each case. The top diagram is 1TIM, an
odd-stranded-middlebarrel. The bottom diagram is 1GOX, which has an
even-stranded-middle.The sourceof the �gure is [5].
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3-D pro�les. Plannedfuture work will involve ordinary sequencepro�les, but
not 3D pro�les.
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Chapter 2

Exp erimen tation

2.1 Overview

The aim of this research is to detect an � =� barrel by searching for the signa-
ture of � =� barrel coreresiduesin the sequencesof proteins that potentially
contain � =� barrels. To that end, the research calls for a 4-stepprocess:

1. Ascertain whether the core residuescould actually have a unique sig-
nature.

2. Obtain many � =� barrels, identify and align their coreresidues.

3. Derive a signature from this alignment.

4. Using sets of proteins known to possessand sets known to lack � =�
barrels, determine if the presenceor absenceof the signature reliably
distinguishesbetweenbarrels and non-barrels.

2.1.1 Measuring the possibilit y of a signature

The quest to �nd a core-residuesignature is predicated on the assumption
that there is somethingunique about the coreresiduesof an � =� barrel that
we can useto �nd them amidst the (for our purposes,random) surrounding
residuesof a protein. We can test this assumptionby examining what hap-
pensto a barrel whenwe replaceits coreresidues:if there is no e�ect on the
barrel, then there is nothing special about the core residues. On the other
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hand, if altering the core residuesdoes a�ect the barrel, we know that the
coreresiduesmust possesssomespecial characteristics.

As an added bene�t, once a given test is discovered to be capable of
distinguishing betweencoreresiduesand background noise,it canbe pressed
into serviceto evaluate candidate � =� barrels.

We developed two metrics to determinehow a protein changeswhen we
alter its core residues: rotamer probability and minimum energy after ro-
tamer optimization, both of which are producedby telling the computer to
replacethe coreresiduesand pick the best (so as to minimize global energy)
rotamersfor the replacedresidues,which is an integerprogrammingproblem
[4].

The variable region(residue,side-chain) of an amino acid can,depending
on its size, take a number of di�erent rotational positions with respect to
the backbone. Thesepositions are called rotamers . Rotamer probability
is the measurement of the chance that a given residue will appear in the
rotational position (rotamer) that it does. It is calculated by building a
rotamer \library" { a collectionof rotamersgleanedfrom a corpusof protein
structure data { and calculating the frequencieswith which rotamers occur
within the library.

We pick the rotamers for the modi�ed protein by �rst representing it as
an integer programming problem, and then solving that problem. design ,
a program by Carl Kingsford, takes the original protein structure descrip-
tion (PDB) �le and the new sequenceinformation, and outputs an integer-
programmingproblem.1

The problemof rotamer-selectionis phrasedasoneof energy-minimization:
each rotamer hasan energycost determinedby its interaction with the pro-
tein backbone(the chain of interlinked non-residuecomponents),2 and by its
interactions with other rotamers. These are both determined with an en-
ergy function basedon van der Walls interactions. The IP solver then picks
a rotamer (it has to be integer programming; for we can't pick fractional
rotamers) for each residuethat minimizes the global energycost. This en-
ergy �gure is our secondmetric: the minimum energyobtained through this

1My coding contribution in this section was primarily \glue": scripts to translate or
format data and passit to or from design or the LP solver. I also changedthe rotamer-
selectingalgorithm of pdb2rot (which �nds the rotamers of a PDB �le) to an RMSD-based
method following Carl Kingsford's explanation of how to do so.

2Rotamer selection probabilit y is (incidentally) also weighted into the rotamer self-
scores,adding one more reasonwhy probabilit y is not a very useful metric (seebelow).
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minimization.
We would expect that a optimizing a barrel's original core residues'ro-

tamer selectionswould yield the best energycon�guration. Optimizing after
replacing the original residueswith core residuesfrom other � =� barrels
should then yield a slightly lessfavorablecon�guration, and optimizing after
replacingthe corewith random residuesshould yield poor energycon�gura-
tions.

Table 2.1 describes the results of various replacements on most-favored-
rotamer selection. It is evident in all three cases(1TIM, 1GOX, 5RUB) that
most of the side-chains in the the original, unmodi�ed protein are in most-
favored rotamers. However, placing thoseside-chains in their van-der-Walls-
determined energetically-favorable positions (as design does) brings most
of them out of favored positions, to say nothing of what happenswhen the
residuesareactually replaced(rather than just placedin favorablepositions).
All of the optimized proteins (even thosewith random residuereplacements)
have 0-3 residuesin most favored rotamers. Contrast this to 7-10 in MFR
for the unoptimized originals. As this metric givesus very little with which
to distinguish one design-solved protein from another, the most-favored-
rotamer counting metric appearsto be of little usefor this purpose.

The results in Tables2.2, 2.3 and 2.4 are promising for 1TIM, but lessso
for 5RUB and 1GOX. (Seethe caption of Table 2.1 for a description of the
notation usedin thesetables.)

1TIM's results are almost exactly what we predicted: coreresiduesfrom
� =� barrelsare energeticallyfavored, and random residuesare very strongly
disfavored. The only deviation from the predictions was that 5RUB and
1GOX's core residuesare actually more strongly favored than 1TIM's own.
design 's optimal rotamer selectiongives 1TIM's a slightly more favorable
con�guration than it has in nature.

In 1GOX, someof the randomly generatedresiduesets(both pseudoran-
domand n-o�set) havemorefavorableenergycon�gurations than do either of
1GOX's own residuesor the residuesets from 1TIM and 5RUB. It appears
that nearly every residue selection for 1GOX's core is energetically favor-
able, given that they do not display the range of energy costs that 1TIM
and 5RUB have. The natural rotamer selection,however, hasa signi�cantly
higher energycost than any of the design-optimized residuesets.3

3The out-of-character energy cost of the naturally occurring rotamer set may be in-
dicative of a defect in the .pdb �le, becauseit is unlikely that such a high-energy-cost
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Base Replacemen t Residues # in MFR % in MFR
1GO X (natural rotamers) 12 10 83

1GOX 10 1 10
5RUB 10 2 20
1TIM 10 1 10
o�set 30 7 3 43
(random) 9 1 11

1TIM (natural rotamers) 9 7 78
1TIM 7 2 29
1GOX 7 2 29
5RUB 7 1 14
o�set 30 7 0 0
(random) 9 2 22

5RUB (natural rotamers) 10 9 90
5RUB 9 2 22
1GOX 8 2 25
1TIM 9 2 22
o�set 30 9 2 22
9999o�set (random) 8 2 25

Table 2.1: Percentage of most-favored (top 30% most-often-selected)ro-
tamers selectedafter various replacements. The �rst line, \natural," was
createdby running the original (naturally occurring) PDB �le through Carl
Kingsford's pdb2rot , which, for each residuein a PDB �le, picks the clos-
est matching rotamer from a rotamer library. The rest were generatedwith
Kingsford's design and an IP solver, as described in the text. \o�set 30"
means that the core residueswere replaced with residuesfrom 30 amino
acids upstream. \(random)" residueswere generatedby telling the com-
puter to look upstream by 9999residues,forcing the computer to walk o�
the endof the protein. The default behavior in that caseis to substitute ran-
dom residues.Where the \Base" and \Replacement" columnsare the same,
design did not changethe core residues| it just picked the best rotamers
for them.
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Energy Replacemen t O�set
-58.81 5rub
-58.59 1gox
-55.69 o�set 30
-47.02 (self )
-41.20 (natur al)
-15.87 o�set -25
-1.48 o�set 10
4.26 o�set -10
25.46 random
75 o�set 25
116.78 o�set 15
159.96 o�set -15
167.97 o�set -30
174.45 random
240.72 o�set -5
283.2 random
496.88 o�set 5
731.25 o�set 20
1027.62 random
2940.59 o�set -20

Table 2.2: Minimum energyfound by the IP solver for various replacements
of 1TIM's coreresidues.Seethe caption of Table2.1for detailson the naming
conventions. There are more random and o�set entries here then there are
in Table2.1becausepreliminary resultsappearedpromisingenoughto merit
further scrutiny.
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Energy Replacemen t O�set
-105.1 random
-95.45 o�set -10
-89.02 o�set 30
-86.05 random
-85.99 (self )
-80.91 random
-79.05 5rub
-77.17 o�set 10
-72.9 1tim
-68.47 o�set 15
-68.43 o�set 25
-67.71 o�set -30
-67.38 o�set -20
-64.34 o�set 20
-60.11 o�set -15
-57.58 o�set -25
-54.57 o�set 5
-35.31 random
-31.56 o�set -5
1752.27 natur al

Table 2.3: Minimum energyfound by the IP solver for various replacements
of 1GOX's core residues. Seethe caption of Table 2.1 for details on the
naming conventions.

17



Energy Replacemen t O�set
-90.97 o�set -10
-82.92 o�set 25
-82.18 1gox
-72.97 random
-63.71 o�set 15
-63.39 (self )
-61.81 random
-61.77 o�set 20
-60.74 o�set -5
-58.51 1tim
-53.74 o�set 10
-49.74 random
-48.26 o�set -20
-29.75 o�set 30
-18.51 o�set 5
106.6 random
312.69 o�set -25
397.44 natur al
3387.22 o�set -30
12120.1 o�set -15

Table 2.4: Minimum energyfound by the IP solver for various replacements
of 5RUB's core residues. Seethe caption of Table 2.1 for details on the
naming conventions.
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The various replacements of 5RUB's residuesdisplay a larger range of
energycosts. The expected high-performers(replacements with residuesof
actual � =� barrels) remain interspersedwith the randomly-generatingselec-
tions, suggestingthat while there may be distinctly unlikely selectionsfor
the core-residueset, neither 5RUB's own residue set, nor the residue sets
from 1GOX or 1TIM, are notably energetically favorable (with this energy
function, at least). This time, the energy cost of the naturally occurring
rotamer set is also near the bottom of the list, although it ranks above two
design-optimized random residueselections.

Taken as a whole, thesemeasurements of energeticfavorabilit y indicate
that while there exist highly unlikely core residueselections(for 5RUB and
1TIM, at least), it is di�cult to distinguish naturally occurring residuese-
lections from random residueselections,becauserandom selectionsare often
energetically favorable. This indicates that the properties possessedby an
energetically-favorable set of residuesare not uncommonenoughto serve as
a test for � =� barrels: falsepositiveswould be rampant.

An alternative energy function might produce better results: currently,
the design programcalculatesvan der Walls interactionsto measurepairwise
interaction energies,usesthe SCWRL algorithm to calculateeach individual
rotamer's interaction with the backbone, and adds a factor to account for
each rotamer's selectionprobability. A di�erent energyfunction might pro-
vide a more signi�cant separationbetweenthe random coreresiduesetsand
the coreresiduesetsextracted from actual � =� barrels.

A third, and perhapsmore e�ective, metric would be to usea program
(Amber, for instance) to actually replacethe entire residuesin questionand
recalculatetheir backbonestructures. We could then check the geometryof
the resulting � =� barrel to seeif it has deformedto the extent that we can
no longer refer to it assuch.

2.1.2 Finding and aligning core residues

Aim: Narro wing the �eld

A test that determinesthe likelihood that a given set of residuescould be
� =� barrel coreresidues(asdescribed in the last section)is invaluableto this
research, but it is not enoughto meet our goal of identifying new barrels.

con�guration would occur in nature. (Professor Mona Singh, private email communica-
tion, 4 May 2003)
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Think of the protein universeas a bootlegger'scave. If we go searching
for buried barrels, we needmore than a mere shovel, for digging up every
possiblespot would take far too long (aswould the computational equivalent:
running our candidate-residue-detectionalgorithm on every possiblesetof 12
candidate residuesin a protein). We needa metal-detector to quickly sni�
out likely spots { in this case,likely � =� barrel coreresidues.

In [3] (discussedin more detail in [1]), Bradley and Cowen describe their
method for identifying � -helicesfrom sequencedata. Their processbeginsby
scanningthe amino acid sequencefor matchesof a regular expression(which
corresponds to an expected pattern of hydrophobic amino acids). It then
feedsthosematchesto the next step of its execution. Our aim is similar: to
�nd a sequence-patternthat corresponds to the coreresiduesof � =� barrels
so we can operate only on the matchesto that pattern.

To �nd such a pattern, oneneeds�rst to gather a largenumber of barrels,
second,to align their coreresidues,and third, to derive a pattern from them.

Gathering more barrels

There exist two sourcesfor additional � =� barrels: the �rst is to look for
sequenceor structural homologs(proteins similar in sequenceor structure)
of known � =� barrel-containing proteins, the secondis to search in structure
classi�cation databasesfor � =� barrels.

The NCBI's BLAST system4 providesa facility to search for homologous
proteins to a given sequence.

The databasesthat permit searching basedon structural homology are
described in the sub-subsectionon structure alignments (below), because
all such systemsdiscussedin this paper can also be usedto �nd structural
alignments.

Oneof the best-known classi�cation databasesis SCOP5 (Structural Clas-
si�cation of Proteins), a hierarchal human-editeddatabaseof protein struc-
tures. At the Fold level of the hierarchy, in the \Alpha and beta proteins
(a/b)" Class (Class is highestnon-root level of the hierarchy) lies the \TIM
beta/alpha-barrel" fold, whosechildren (the leaves of the hierarchy's tree)
are the proteins in which we're interested.

4http://www.ncbi.nlm.nih.go v/BLAST/
5http://scop.b erkeley.edu
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Aligning core residues

Oncea set of barrel-containing proteins hasbeenidenti�ed, the next step is
to �nd their coreresidues.Unfortunately, theseare not so easilydetected.

The PDB database6 identi�es the location of � -strands in the sequences
of proteins with PDB entries. Knowing wherethe � -strandsare narrows the
�eld weneedto excavate, for the 12coreresiduesall lie on the eight � -strands
of the barrel. However, the PDB doesnot indicate which side-chains in the
strands are actually in the core, so we still must locate the core residues
within the strands.

With or without the � -strand location information in hand, onecan also
identify coreresiduesusing oneof the methods for �nding other � =� -barrel-
containing proteins: sequenceor structural alignment.

Sequencealignment as a meansof locating core residuesis best suited
to groups of proteins that di�er only slightly. This condition is met for
closeevolutionary neighbors. But in most cases,asWilmanns and Eisenberg
observe in [7], � =� barrels in di�erent proteins do not sharemuch sequence,
so we must usestructural alignment.

Our aim with structural alignment is to take a barrel x with known core-
residuepositionsand barrel y without known positions. If they areamenable
to alignment, onecanmatch up the known corepositionsof x with the aligned
positions on barrel y, thus determining wherey's coreresidueslie.

The only complicating factor in structural alignments is that there are
two distinct speciesof the � =� barrel (as de�ned by the ordering of the
strands that contribute to the middle layer [5]). Fortunately, we have ex-
amplesof both (1TIM and 1GOX are in onespecies,5RUB is in the other).
Presumably, barrels of like-specieswill have better alignments than barrels
of di�erent species,so we can segregatethe two basedon their amenability
to alignment with odd-middle or even-middlebarrels.

There exist several structure-baseddatabase-search tools that can both
search the PDB for a givenprotein, or �nd structural alignments of a supplied
arbitrary protein. They areVAST, FSSP, and the SanDiegoSupercomputing
Center's CE and CA tools.

The NCBI, the National Center for Biotechnology Information, main-
tains MMDB 7, the MolecularModeling Database.Their search tool, VAST8,

6http://www.rcsb.org/p db/index.h tml
7http://www.ncbi.nlm.nih.go v/Structure/MMDB/mmdb.sh tml
8http://www.ncbi.nlm.nih.go v/Structure/V AST/v ast.shtml
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searchesMMDB for structures similar to a speci�ed PDB entry or arbitrary
uploadedstructure. A VAST search for chain A of 1TIM turns up 235hits,
many of which (on visual analysis) appear to contain � =� barrels. One of
the VAST hits is illustrated in Figure 2.1.

The EuropeanBioinformatics Institute maintains a databasecalledFSSP9

(an acronym for \F old classi�cation basedon Structure-Structure alignment
of Proteins.") A search tool called DALI 10 serves as the query interface to
the database.

The SanDiegoSupercomputingCenter supplies11 two more web applica-
tions, Combinatorial ExtensionandCompoundLikeness.Both arecapableof
searching the PDB for a PDB-classi�ed protein's structure, or for the struc-
ture of an arbitrary uploadedprotein. The former can alsoperform multiple
structure alignments of proteins already in the PDB.

There also exist standaloneprograms to perform structure alignments:
ProFit, from University CollegeLondon, usesleast-squares�tting to align
two or more proteins.12

2.1.3 Deriving a signature from and verifying it against
the aligned residues

Oncean alignment of many (preferably segregatedinto odd-middle and even-
middle) barrels is determined,the next step is to derive a regular expression
from it that hasa reasonabledegreeof accuracyin detecting candidate � =�
barrel sites. \Reasonableaccuracy" meansthat the regular expressionnar-
rows the �eld signi�cantly from the

�
n
12

�
possibilities we would have if we

consideredall possibleresiduesets.13

The expressioncould be derived by human examination: by determining
the properties of each column over all of the residuesin the column, and
looking for any columnsthat display a prevailing residuecharacteristic: large

9http://www.ebi.ac.uk/dali/fssp/
10http://www.ebi.ac.uk/dali/dali jmb.html
11http://cl.sdsc.edu/
12Prof. Singh suggested ProFit. See http://www.rubic.rdg.ac.uk/ an-

drew/bioinf.org/soft ware/pro�t/index.h tm
13The number of candidate sets is actually smaller than

� n
12

�
becauseof the way the

residuesare organized (knowing the top layer's �xes position �xes the positions of the
bottom layer, for instance). Nevertheless,the number of possiblecore-residuepositions is
enormous.
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Figure 2.1: This �gure displays the structural alignment of 1TIM (chain A)
and 1QVB (chain A), which is �fth on the list of proteins that VAST aligned
with 1TIM:A (sorted by length of alignment). Only the aligned residuesare
shown. Observe the interlacing of the � -strands in the barrel. The barrel
core is the empty area in the center of the �gure. 1QVB is dark purple and
1TIM is pink.
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or small residues,hydrophobic or hydrophilic residues,et cetera.
The problem might be further simpli�ed by attempting to build a regular

expressionfor just one layer, or for the outer two layers (which are closely
related | the top layer's residuesare two amino acids downstream of the
bottom layer's. Given that the coreresiduescan be interspersedthroughout
hundredsof amino acids, utilizing the restrictions imposedby the top-and-
bottom layers' relationships(the two-residuedistance)

2.1.4 Lo cating � =� barrels and evaluating our �nds

With a reasonably-accurateregular expression(metal detector), and reliable
but time-intensive candidate residueset test (shovel) in hand, we can mine
the protein universefor � =� barrels.

The most straightforward method to usethe tools is, for each protein of
interest, to scanits amino acid sequencewith the regular expressionand run
the candidate-settest at every point whereit matches.

A moresophisticatedmethod would involve incorporating secondarystruc-
ture information. We know that every � =� barrel is composedof eight � -
strands interspersedwith � -helices. All of the core residuescomefrom the
� -strands. While detecting � -strandsfrom sequencedata is very di�cult, de-
tecting � -helicesis not.14 With a secondary-structureprediction mechanism
like PredictProtein15, the candidate regionscould be narrowed to possible
� -strands (in setsof eight) surroundedby � -helices.

2.2 Discussion and Conclusions

This paper standsasboth a research recordand a plan for future exploration.
Completed as of this writing are the evaluations of two possiblecandidate-
barrel tests and the associated support code into which other tests might be
�tted. Planned are further research into candidate core-residueevaluation
algorithms, the constructionof a core-residuesequencealignment, the deriva-
tion of a regular expressionto detect coreresiduesfrom that alignment, and
the joint application of both the expressionand the test to �nd � =� barrels.

Even if our aim, the reliabledetectionof � =� barrelsusingsequencedata,
is not met with success,the tools developed to perform theseexperiments

14ProfessorMona Singh, in verbal conversation.
15http://cubic.bio c.columbia.edu/predictprotein/
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will remain of useto future researchers. The next stageof research, to derive
a multiple sequencealignment of the coreresiduesof � =� barrels,will remain
a resourcefor scientists who wish to examine� =� barrels in detail. The �nal
stage, to fuse the candidate-barrel test with the candidate-barrel-detection
expression,will necessitatethe creationof moresupport codethat will remain
useful for anyonewho wants to undertake similar research.
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